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 Constrained vs. Unconstrained Optimization

 

Unconstrained Optimization

Decision Variables:

Constrained Optimization

subject to

A clearly defined
objective function,

The first-order derivative is a continuous function

The second-order derivative is a continuous function

at minimum for this course,
and sometimes we require

Constraints define the feasible region
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 Machine Learning Training as an Unconstrained Optimization Problem

 

Training Dataset (m rows
and d+1 columns)

Machine learning eventually reduces
to solving optimization problems

Model:
where     is the parameter vector
that need to be determined and

  

First-Order Necessary Condition

 

Theorem (First-Order Necessary Condition)
If w* is a minimizer of                     , then  

can be a hard problem in general.
GPU brute force? Sampling 1B points?

Range of the points?
 

  

Global vs. Local Minimum

 

Local
Minimum

Local
Maximum

Global
MinimumSaddle Point

Local Minimum: A point w* is a local minimizer if there exists a
neighborhood               such that

Global Minimum: A point w* is a global minimizer if

They all satisfy

Global
Maximum

  

What Can an Optimization Algorithm Guarantee?

 

Local
Minimum

Local
Maximum

Global
MinimumSaddle Point

They all satisfy

Global
Maximum

Ruling out local maxima and saddle points requires more information
about the objective function (e.g., Hessian, 2nd order partial derivative
test ), which can be costly to compute.

Goal: Design a method (an algorithm) to find

Global minimum? Forget about it… (unless you know more info about f
)

  

Unconstrained Optimization with Exact Solution: e.g., Linear Model

 

This is quadratic in w0 and w1

A case where we can solve                       exactly

  

Unconstrained Optimization with Exact Solution: e.g., Linear Model

 

where

A case where we can solve                       exactly
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where

provided that          
is invertible

is a convex function. Hence, the local minimum point is also a global minimum.  

is a quadratic function. Hence, the local (global) minimizer has a closed-form expression

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

Training Dataset (m rows
and d+1 columns)

0

1

Model:
where     is the parameter vector
that need to be determined and

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

But here we have a total of m instances in our training dataset

Likelihood of observing instance i in the training dataset, given the input feature

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

We view the training data points as independent draws from the same population

We choose    to maximize this joint probability: Maximum Likelihood Estimation (MLE)

A technical problem: when m is large, then           is very close to 0, which can cause
numerical underflow issue.

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

We take the natural logarithm of the objective function

where

There is no simple formula for    
anymore, we have to develop an
algorithm to solve this
optimization problem iteratively

has a closed-form solution

Since ln( ) is a monotone
transformation, the original problem
and the new problem are equivalent.

  

What Happens Inside .fit()? Logistic Regression in scikit-learn

 

  

Gradient Descent: Descent Direction

 

Definition (Descent Direction): For a given point             ,
a direction            is called a descent direction, if there
exists
         such that  

Interpretation: Every sufficiently small positive step
along d decreases the objective function.

  

Gradient Descent: Which Direction Is Steepest?

 

General method for non-linear optimization

Start at

Take a step along steepest slope

In non-linear optimization:
You don’t get to see the surface,
i.e., the full picture of         .

You only have local information
at the point of evaluation.

Fixed step size

What is the direction      ?
where?how

Far?

  

Gradient Descent: Why the Negative Gradient?

 

Formula for the direction

In non-linear optimization:
You don’t get to see the surface,
i.e., the full picture of

You only have local information
at the point of evaluation

Since     is a unit vector

Directional derivative of f at
point w(0) and along the
direction

  

Gradient Descent: How Far Should We Move?

 

Fixed-size step?

too small too large Just right

   should increase
with the |slope|

How    affects the
algorithm:

In optimization, I charge
you for: (a)the final
value you arrived at; (b)
how long it takes you to
get there

  

Gradient Descent: Steepest Descent

 

Easy Implementation

Instead of

Fixed Learning Rate Then

setting

  

Gradient Descent: Steepest Descent in Logistic Regression

 

Step 1. Initialize (e.g., randomly pick a vector)

Step 2. For iteration k = 0,1,2,…

Compute the gradient

Update:

Stop when                          is small or k exceeds a cutoff.Termination:

  

 Gradient Descent in General: Initialization and Local Minima

Initialize

Termination criteria

May stop prematurely

In practice, combine a convergence test with a hard computational
limit.

Local Vs. Global Minimum

Set a target minimum
value for            ???

You may end up with
running your algorithm
forever…

 

  

 Some Comments on Gradient Descent in General

 

Gradient Descent can be slow for some problems since it only uses the gradient

Stochastic Gradient Descent Newton, Quasi-Newton: BFGS, L-BFGS etc.

The 2nd order information is not free

But when you judge one method versus the other in optimization, don’t be
excited about the sophisticated method, because you will be charged for it

Fast Convergence of the Algorithm
(Fewer Iterations) Vs.    Higher Computational Cost per Iteration

First-order information Vs. Second-order information (of the objective function)

  

 The Ladder of Optimization Goals

 

In theory, we want to design algorithms to:

find the global minimum of the objective function (NP-hard in general, unless the
function has some special nice properties, e.g., global convexity)

find a local minimum of the objective function (which still requires certain
conditions on the objective function)

find a stationary point of the objective function, i.e.,
(this is what we typically do)

In practice, we want to design algorithms to:

Return a sufficiently good point within a limited computational budget.
(Whatever works before the deadline)

  

 Two Fundamental Frameworks for Choosing the Next Iterate

 

Line Search and Trust Region
Line Search:

Given a descent direction p(k)
e.g., steepest descent              
   
Pick a step size α such that

Trust Region:

Line search starts by fixing a descent direction
p(k) and then identifying an appropriate
distance, the step size α.

Trust region first chooses a max distance δ (the
trust-region radius) and then seeks a direction
and step that attains the best improvement
possible subject to this distance constraint
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with the |slope|
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algorithm:

In optimization, I charge
you for: (a)the final
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how long it takes you to
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Termination criteria
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In practice, combine a convergence test with a hard computational
limit.

Local Vs. Global Minimum

Set a target minimum
value for            ???

You may end up with
running your algorithm
forever…
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Gradient Descent can be slow for some problems since it only uses the gradient

Stochastic Gradient Descent Newton, Quasi-Newton: BFGS, L-BFGS etc.

The 2nd order information is not free

But when you judge one method versus the other in optimization, don’t be
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find the global minimum of the objective function (NP-hard in general, unless the
function has some special nice properties, e.g., global convexity)

find a local minimum of the objective function (which still requires certain
conditions on the objective function)

find a stationary point of the objective function, i.e.,
(this is what we typically do)
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 Two Fundamental Frameworks for Choosing the Next Iterate

 

Line Search and Trust Region
Line Search:

Given a descent direction p(k)
e.g., steepest descent              
   
Pick a step size α such that

Trust Region:

Line search starts by fixing a descent direction
p(k) and then identifying an appropriate
distance, the step size α.

Trust region first chooses a max distance δ (the
trust-region radius) and then seeks a direction
and step that attains the best improvement
possible subject to this distance constraint

the rector y that A outputs
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that need to be determined and

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

But here we have a total of m instances in our training dataset

Likelihood of observing instance i in the training dataset, given the input feature

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

We view the training data points as independent draws from the same population

We choose    to maximize this joint probability: Maximum Likelihood Estimation (MLE)

A technical problem: when m is large, then           is very close to 0, which can cause
numerical underflow issue.

  

 Unconstrained Optimization without a Closed-form Solution: Logistic Model

 

We take the natural logarithm of the objective function

where

There is no simple formula for    
anymore, we have to develop an
algorithm to solve this
optimization problem iteratively

has a closed-form solution

Since ln( ) is a monotone
transformation, the original problem
and the new problem are equivalent.

  

What Happens Inside .fit()? Logistic Regression in scikit-learn

 

  

Gradient Descent: Descent Direction

 

Definition (Descent Direction): For a given point             ,
a direction            is called a descent direction, if there
exists
         such that  

Interpretation: Every sufficiently small positive step
along d decreases the objective function.

  

Gradient Descent: Which Direction Is Steepest?

 

General method for non-linear optimization

Start at

Take a step along steepest slope

In non-linear optimization:
You don’t get to see the surface,
i.e., the full picture of         .

You only have local information
at the point of evaluation.

Fixed step size

What is the direction      ?
where?how

Far?

  

Gradient Descent: Why the Negative Gradient?

 

Formula for the direction

In non-linear optimization:
You don’t get to see the surface,
i.e., the full picture of

You only have local information
at the point of evaluation

Since     is a unit vector

Directional derivative of f at
point w(0) and along the
direction

  

Gradient Descent: How Far Should We Move?

 

Fixed-size step?

too small too large Just right

   should increase
with the |slope|

How    affects the
algorithm:

In optimization, I charge
you for: (a)the final
value you arrived at; (b)
how long it takes you to
get there

  

Gradient Descent: Steepest Descent

 

Easy Implementation

Instead of

Fixed Learning Rate Then

setting

  

Gradient Descent: Steepest Descent in Logistic Regression

 

Step 1. Initialize (e.g., randomly pick a vector)

Step 2. For iteration k = 0,1,2,…

Compute the gradient

Update:

Stop when                          is small or k exceeds a cutoff.Termination:

  

 Gradient Descent in General: Initialization and Local Minima

Initialize

Termination criteria

May stop prematurely

In practice, combine a convergence test with a hard computational
limit.

Local Vs. Global Minimum

Set a target minimum
value for            ???

You may end up with
running your algorithm
forever…

 

  

 Some Comments on Gradient Descent in General

 

Gradient Descent can be slow for some problems since it only uses the gradient

Stochastic Gradient Descent Newton, Quasi-Newton: BFGS, L-BFGS etc.

The 2nd order information is not free

But when you judge one method versus the other in optimization, don’t be
excited about the sophisticated method, because you will be charged for it

Fast Convergence of the Algorithm
(Fewer Iterations) Vs.    Higher Computational Cost per Iteration

First-order information Vs. Second-order information (of the objective function)

  

 The Ladder of Optimization Goals

 

In theory, we want to design algorithms to:

find the global minimum of the objective function (NP-hard in general, unless the
function has some special nice properties, e.g., global convexity)

find a local minimum of the objective function (which still requires certain
conditions on the objective function)

find a stationary point of the objective function, i.e.,
(this is what we typically do)

In practice, we want to design algorithms to:

Return a sufficiently good point within a limited computational budget.
(Whatever works before the deadline)

  

 Two Fundamental Frameworks for Choosing the Next Iterate

 

Line Search and Trust Region
Line Search:

Given a descent direction p(k)
e.g., steepest descent              
   
Pick a step size α such that

Trust Region:

Line search starts by fixing a descent direction
p(k) and then identifying an appropriate
distance, the step size α.

Trust region first chooses a max distance δ (the
trust-region radius) and then seeks a direction
and step that attains the best improvement
possible subject to this distance constraint

eg. Hessian matrix positive definite to exclude saddle point

*
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2nd-order approximation Hessian
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Positive numbers, when you think of them as operators, are really the
ones that keep their output on the same side as their input

 

Loading…

  

 Mathematics Refresh: Multivariable Calculus and Linear Algebra

 

if and only if                  ,                    stays on the same side as
   (Positive Definite)

if and only if
(Positive Semidefinite)
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 Constrained vs. Unconstrained Optimization

 

Unconstrained Optimization

Decision Variables:

Constrained Optimization

subject to

A clearly defined
objective function,

The first-order derivative is a continuous function

The second-order derivative is a continuous function

at minimum for this course,
and sometimes we require

Constraints define the feasible region

Loading…

  

 Machine Learning Training as an Unconstrained Optimization Problem

 

Training Dataset (m rows
and d+1 columns)

Machine learning eventually reduces
to solving optimization problems

Model:
where     is the parameter vector
that need to be determined and

  

First-Order Necessary Condition

 

Theorem (First-Order Necessary Condition)
If w* is a minimizer of                     , then  

can be a hard problem in general.
GPU brute force? Sampling 1B points?

Range of the points?
 

  

Global vs. Local Minimum

 

Local
Minimum

Local
Maximum

Global
MinimumSaddle Point

Local Minimum: A point w* is a local minimizer if there exists a
neighborhood               such that

Global Minimum: A point w* is a global minimizer if

They all satisfy

Global
Maximum

  

What Can an Optimization Algorithm Guarantee?

 

Local
Minimum

Local
Maximum

Global
MinimumSaddle Point

They all satisfy

Global
Maximum

Ruling out local maxima and saddle points requires more information
about the objective function (e.g., Hessian, 2nd order partial derivative
test ), which can be costly to compute.

Goal: Design a method (an algorithm) to find

Global minimum? Forget about it… (unless you know more info about f
)

  

Unconstrained Optimization with Exact Solution: e.g., Linear Model

 

This is quadratic in w0 and w1

A case where we can solve                       exactly
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where

A case where we can solve                       exactly
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But here we have a total of m instances in our training dataset

Likelihood of observing instance i in the training dataset, given the input feature
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We view the training data points as independent draws from the same population

We choose    to maximize this joint probability: Maximum Likelihood Estimation (MLE)

A technical problem: when m is large, then           is very close to 0, which can cause
numerical underflow issue.
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There is no simple formula for    
anymore, we have to develop an
algorithm to solve this
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Since ln( ) is a monotone
transformation, the original problem
and the new problem are equivalent.
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find a stationary point of the objective function, i.e.,
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